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ABSTRACT

A key capability of intelligent agents is to act effectively under incomplete state
observations. Recurrent policies address this by compressing observation histories
into a hidden state. In this work, we show that the hidden state of a recurrent
policy admits a control-theoretic interpretation: it plays the role of the co-state in
Pontryagin’s minimum principle, and the readout that maps it to actions implements
control-Hamiltonian minimization. The hidden state thus tracks the gradient of the
value function, encoding the optimality structure of the underlying control problem.
We formalize this correspondence through a class of policies we refer to as co-
state policies (CPs) and show that several modern recurrent cells implicitly realize
this structure. The correspondence also allows for a co-state loss for actor-critic
training, in which the critic’s gradient serves as a target for the actor’s hidden state.
Empirically, we find that hidden states trained with the co-state loss encode co-state
information beyond what is linearly decodable from the environment state alone,
and that the loss improves policies both within and outside this class on challenging
locomotion tasks, including the H1 and Berkeley humanoids. By connecting the
minimum principle to recurrent memory, we provide a control-theoretic account of
what hidden states compute in continuous control and a mechanism for shaping
them toward optimality.

1 INTRODUCTION

A fundamental challenge for intelligent agents is to act effectively under partial observability. Physical
environments are characterized by noisy sensors, measurement delays, or missing data, such that a
single instantaneous observation rarely determines the underlying state of the system. To succeed, an
agent must learn to integrate a history of observations and actions to infer what cannot be directly
seen (Kaelbling et al.,|1998). In deep reinforcement learning (RL), this is commonly handled by
recurrent policies, which carry a hidden state that accumulates information over time.

A natural question is what this memory should compute. The standard reading is that the hidden
state tracks a belief over the unobserved state. This view is rooted in the sufficiency of the belief
state (Astrom, [1965): a policy acting on the posterior over states loses nothing relative to one acting
on the full history, so estimation and control may be treated as separate stages.

In this work, we develop a complementary account of what the hidden state represents, by drawing a
formal link between recurrent policies and the Pontryagin minimum principle (PMP) (Pontryagin,
1987)). We argue that the hidden state does not need to represent the full belief, but only the quantity
that the optimal action depends on: the gradient of the value function, V.V (x), which appears in
Pontryagin’s principle as the co-state. In this view, the hidden state is a statistic of the belief: the part
on which the optimal action depends.

We formalize this relationship by introducing co-state policies (CPs), the class of recurrent policies
whose memory mirrors the optimal co-state dynamics of the minimum principle. In PMP, the co-state
evolves alongside the state and measures the sensitivity of the optimal value function to the current
state, with dynamics that are affine in the co-state and driven by the running cost. In a CP, the hidden
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Figure 1: The co-state structure of recurrent policies. (left) Along optimal trajectories, the co-state
is the value gradient A\* = V,V™* and evolves affinely in A*. (right) Co-state policies update their
memory by a recurrence of the same affine form, so their dj-dimensional hidden state can carry the
d,.-dimensional co-state as a linear image h = T'\* in R?%" . Colors mark corresponding terms.

state plays the role of the co-state. The defining features of this class of architectures are (1) that the
recurrence is affine in the hidden state, and (2) that the readout performs Hamiltonian minimization.

We demonstrate that the CP class includes a wide range of recurrent cells, such as structured state
space models (SSMs) and linear RNNs (Gu et al.| 2021} |Orvieto et al.l 2023)), while gated cells
such as the LSTM and GRU fall outside the class. Furthermore, because the co-state and the value
gradient coincide along the optimal trajectories (Vinter, [1986), the critic’s gradient supplies a target
for the actor’s hidden state that can be used as an auxiliary objective in the actor-critic setting. On a
non-linear stabilization task with numerically computed optimal co-states, we find that under reward
maximization alone most hidden states do not encode co-state structure beyond what is linearly
decodable from the state, but that the co-state objective lifts nearly all of them above this ceiling. On
humanoid locomotion (Unitree H1, Berkeley), the co-state objective improves policies both inside
and outside the class.

Ultimately, this work asks what recurrent policies compute under uncertainty. By framing recurrent
policies’ hidden states as dynamic processes governed by the minimum principle, we provide a
control-theoretic account of recurrent memory in deep RL, and a means of supervising it directly.

2 BACKGROUND: RECURRENT POLICIES IN REINFORCEMENT LEARNING

2.1 CONTINUOUS CONTROL UNDER PARTIAL OBSERVABILITY

Many real-world reinforcement learning (RL) domains, such as robotics and autonomous navigation,
involve physical systems governed by continuous-time dynamics where the agent only receives
partial, noisy, sensor readings. We formalize this setting as a continuous dynamical system described
by a differential equation and an observation equation:

&(t) = f(2(t)) + g(a(t))u(t) 2.1
y(t) = ¢(z(t)) + v(t) 2.2)

where x € X C R represents the true underlying system state, u(t) € U C R% is the control
input applied by the agent, and y(t) € O C R% is the noise-corrupted observation with sensor
noise v(t). We assume the true drift dynamics f and control-influence matrix g are continuous and
differentiable with respect to . In RL, these transition dynamics are unknown to the agent and can
only be sampled through interaction.

The optimal control minimizes the cost objective:

J(u(-) = E, [@(x(tf)) + /tf (q(x(T)) + c(u(r)))dr} , (2.3)

to
with terminal cost ®, state cost ¢, and control cost ¢, all assumed differentiable and evaluable

empirically though not known analytically. We write £(x,u) = ¢(z) + ¢(u) for the running cost. In

RL the objective is commonly discounted, weighting the running cost by e~?(*~%0)  the continuous-
time counterpart of v* with v = e ~#2 for step size A.
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2.2 RECURRENT POLICIES

A memory-less policy mg: O — U considers only (the observation of) the current state to decide
what action to take, such that u(t) = my(y(t)) where 6 € O are the policy parameters. Because the
true state 2(t) cannot be fully inferred from a single observation y(t) under partial observability, this
memory-less controller is suboptimal in general. This necessitates a policy with memory, which
maintains a latent state h(t) € R that evolves as a dynamical process coupled to the environment,
where dj, is the dimensionality of the hidden state:

h(t) = ¢o(y(t), h(t),  u(t) = mo(h(t)). 24

A standard reading of A is as a filter that compresses a sequence of partial observations y.; and
actions wug.;—1 into a belief b, = p(x¢ | yo.¢, uo.t—1). This belief is a sufficient statistic for control
(Astroml, |1965% Kaelbling et al.,|1998), and a recurrent policy is understood as approximating it.

Gated cells such as LSTM (Hochreiter & Schmidhuber, [1997) and GRU (Chung et al., |2014) are
common choices for ¢y in deep RL (Wierstra et al.,[2010). Minimal variants such as minGRU and
minLSTM (Feng et al.||2024) remove the hidden-state dependence from the gates, restoring an affine
recurrence. A second family of recurrent cells are structured state space models (SSMs) (Gu et al.,
20215 [Smith et al., [2022), which model their hidden states via a linear recurrence:

h(t) = A(t)h(t) + B(t)y(t), u(t) = Ch(t) (2.5)

discretized with step A to hy = Ah;_ 1 + Byt. The affine structure of SSMs admits parallel scans
over the sequence, enabling credit assignment over long horizons. Selective SSMs such as S6 (Gu &
Daol [2023) retain this structure while conditioning (A, B) on the current input.

3 RECURRENT POLICIES AS OPTIMAL DYNAMIC PROCESSES

Optimizing a policy for the cost in Eq. (2.3) is governed by the structure of the underlying optimal
control problem. Whereas the Hamilton-Jacobi-Bellman (HJB) equation characterizes optimality
globally across the state space, PMP characterizes it locally along a trajectory (Pontryagin| 1987
Kirk, [2004; Bryson & Hol [1975)). The trajectory-local view is a natural fit for a recurrent policy, as its
hidden state also evolves along the trajectory it controls.

3.1 PONTRYAGIN MINIMUM PRINCIPLE AND HAMILTONIAN SYSTEMS

To study optimality along a trajectory, we consider the control-Hamiltonian, which augments the
running cost with the dynamics weighted by a multiplier \:

H(z,\u) = L(z,u) + A& = g(z) + c(u) + AT (f(2) + g(z)u). (3.1

Here, A € R is the co-state: a continuous-time Lagrange multiplier enforcing the dynamics, which
measures the sensitivity of the optimal cost-to-go to the current state. Wherever V'* is differentiable,
it coincides with the value gradient along optimal trajectories, A(t) = VV*(x(¢)) (Vinter} |[1986).

Theorem 3.1 (Optimal Hamiltonian System). Let u*(t) be an optimal solution for the control
problem. The optimal trajectory x*(t) and its corresponding co-state \*(t) must satisfy the following
two-point boundary value problem (TPBVP) for t € [to,ts]:

i* = Va\H = f(a*) + g(z")u” s.t. a*(to) = o,
N = VM= Ve = (Vad*) X st A (1) = Vad(a* (1)) 32)
uw* = argmin H(z*, \*, u),

ueU

where the notation (V, f); ; = 0f;/0y; denotes Jacobians, such that the gradient of the scalar
Hamiltonian produces the column vector V H = (224 . .. 8—H)T.

Ox1° ) axdx

Proof: The derivation follows standard extremization of the cost functional using variational calculus.
A full derivation is provided in Appendix[A.2]

"For the discounted infinite-horizon objective, the current-value co-state is A= PN = Vg — (V™) N.
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Figure 2: Structural parallel between the optimal Hamiltonian system (left) and the CP (right):
an optimal CP represents the co-state as a linear embedding. This results in a policy that follows an
optimal dynamic control law via a latent continuous-time process. Color indicates direct correspon-
dence under full observability and indirect correspondence under partial observability (3.3).

Two structural properties of Eq. are particularly important for what is to follow. First, the co-state
equation is affine in A, meaning that non-linearity in the environment does not require non-linearity
in the co-state. Second, because the action w enters the control-Hamiltonian H linearly, the action
that minimizes this Hamiltonian depends on the co-state only through the projection g(x) " \.

3.2 CO-STATE POLICIES

The PMP describes optimality through two coupled processes: the physical state x, and the co-state
A, with the control readout from the latter. We claim that this is the structure of a recurrent policy:
the hidden state h plays the role of ), and the policy readout that of the Hamiltonian minimization.

Definition 3.2 (Co-state Policy). A co-state policy (CP) is a recurrent policy of the form
h=~bo(y) = Fo(y,wh,  u=argmin{e(u) +u' Go(y)h}, (3.3)
ucl

where h € R is the memory state, and by, Fy, Gy may depend arbitrarily on the observation and
control but not on h. For ¢(u) = $u' Ru with R - 0 and U/ = R?, the readout has the closed form

U = 7R71G9(y) h.

The defining property is that the recurrence is affine in h for a given action. Next, we consider
when such a network reproduces the optimal co-state exactly. Because recurrent policies are higher-
dimensional (d;, > d,), we state it through a fixed embedding 7.

Proposition 3.3 (Co-state Representation). Let c(u) = su' Ru with R - 0, assume full observability
(1 invertible, v = 0), and let T € R% <% have full column rank and be fixed along the trajectory. If

and h(tp) = TA*(to), then the CP realizes the optimal co-state dynamics h(t) = T *(t) for all
t € [to, ts] and emits u(t) = u*(t) forall t € [to,tf].

Proof: We verify that h(t) = TA*(t) satisfies the CP dynamics. Substituting the first two conditions
into the CP dynamics gives h = —by(y) — Fo(y,u) TA* = —TVoq — T(Vz2)\* = TA*,s0 h
and T\* follow the same dynamics. The relation h = TA* is therefore invariant, and h(tg) =
TX*(to) places the trajectory on it for all ¢. The readout then returns v = —R™1Gy(y) TA* =
—R~1g(x) " A\* = u* by the third condition.

This makes the analogy between hidden states and co-states precise: a CP whose operators represent
the Hamiltonian terms is an optimal controller, with / a linear image of A*. We summarize this in
Fig.[2] While Theorem [3.1]describes a TPBVP that fixes A at the terminal time, a causal recurrent
policy must go forward in time and cannot satisfy the end-point boundary directly. However, along
optimal trajectories the co-state admits a feedback form, \*(t) = V,V*(2*(t), 1), so it is determined
by the current state and time. As such, a recurrent policy can track the co-state forward in time by
realizing this value gradient.

3.3 PARTIAL OBSERVABILITY: LINEAR-QUADRATIC-GAUSSIAN ANALYSIS

Whereas Prop. [3.3]assumes that the network observes the true state, recurrent policies are deployed
to resolve partial observability. We analyze partial observability in the linear-quadratic-Gaussian
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Table 1: Recurrent cells as co-state policies. The components of each cell (single-layer) are written
as Eq. (4.1). Discrete-time cells use Ay = 1; for zero-order-hold cells by holds up to input scaling.

Cell Cp Ay be Fp Go
LSTM (1997), GRU (2014) X non—linea~r gates on hy—1 -
minGRU (2024) 4 1 —o(Wzy) © h(y) diag(softplus(W-y)) I
minLSTM (2024) v/ 1 —ie/(fe +i) © h(y)  diag(log(1 + it/ fi)) I
S4D (2022)), S5 (2022) v A —By diag(v — iw) C
LRU (2023) v 1 —y® By diag(v — w) C
S6 (2023) oo A() —Bi(y)y ' diag(v) Ci(y)
Mamba-2 (SSD) (2024) oo Ay) —Bi(y)y" v Cily)
DeltaNet (2021) v 1 —Br vk —log(1 — B¢) kok q:(y)

setting, where the compression of the sequence of observations and actions into a sufficient statistic
is exact. Let & be the steady-state Kalman estimate and P the solution to the Riccati equation, so that
A* = Px. Setting h = Pz, the CP is written as:

h=Pi= PLy +P(A—LC - BR'B"P)P'h, (3.5)
N
—bo(y) —Fy

where L is the Kalman gain (Appendix [B). This means that the CP operators carry a belief-state
reading: by applies the Kalman innovation in co-state coordinates, while Fy combines the environment
dynamics with the observer correction and the control feedback. This makes CPs applicable to the
partially observed settings where recurrent policies are used in practice.

In non-linear settings, local linearization can approximate the optimal solution via time-varying
Jacobians A(t) = (V,4) " and B(t) = g(«(t)), following the standard construction of iterative LQG
and the extended Kalman filter (Todorov & Li,[2005). Because the Riccati solution P(¢) and observer
gain L(t) now evolve along the trajectory, differentiating the co-state mapping h(t) = P(t)Z(t)
introduces an additional PZ term. Substituting the continuous-time Riccati equation for P gives
(suppressing ¢ for readability):

h=Pi+Pi= PLy — (AT +QP~' + PLCP™ ') h. (3.6)
N~
—bo(y) Fo

This preserves the affine structure of the recurrence: Fjy incorporates the fully observable adjoint
dynamics (AT and QP~!) as well as the partial-observability correction (PLCP~1). As such,
estimation and control are not two separate stages, but enter the same coordinates additively.

3.4 THE READOUT AS HAMILTONIAN MINIMIZATION

In standard actor architectures, the readout that maps the hidden state to the action is chosen by
convention. In CPs, it can be chosen by minimizing the control-Hamiltonian, which depends on the
co-state and is captured by the switching function o (t) == —Gy(y)h(t) (= —g(x,t)" A(t) on the
manifold). The form of the policy readout is then determined by the control cost (illustrated in Fig. [5).

4 THE CONTROL-HAMILTONIAN STRUCTURE OF RECURRENT NETWORKS

4.1 WHICH RECURRENT CELLS ARE CO-STATE POLICIES?

The CP class (Definition asks that the recurrence h enters its own update affinely. After
discretizing the continuous-time dynamics with step A;, we can write the following discrete-time CP:

hy = Aghy—1 + by, Ay = exp(=AiFy(ye,we)), by = =Dy bo(yr). 4.1
To decide membership, we determine whether a recurrent cell’s transition can be written in this form.

Gated recurrent family. GRUs and LSTMs contain non-linear updates in the hidden state. The
GRU update hy = (1 — z¢) © hy—1 + 2zt © tanh(Wyys + Uy (1 ® he—1)) is affine in neither term,
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while LSTM is affine in its cell state ¢, but not in its gates, which are non-linear functions of h;_1.
As such, neither GRU nor LSTM fall inside the CP class. Their minimal variants minGRU and
minL.STM (Feng et al.,[2024), however, remove the hidden-state dependence from the gates, leaving
he = (1 — ze(y)) © hi—1 + 2 (y) © Wyy, (equivalent to Eq. with A; = 1 — 2(y)). Therefore,
these are CPs.

Linear RNNs and state-space models. These satisfy Eq. (4.1)) by construction. S4D (Gu et al.,
2022), S5 (Smith et al.,[2022) and the LRU (Orvieto et al., 2023) use a fixed diagonal A; selective
cells such as S6 (Gu & Daol [2023) and Mamba-2 (Dao & Gu,|2024) condition A;, B; and the readout
on the observation, making them time-variant. Interestingly, the condition that makes a cell a CP is
the same one that makes it parallelizable: an affine recurrence composes associatively and can be
evaluated using scans. These conditions align because the co-state equation is itself affine in \. We
identify the components by, Fyp, Gg of each cell for various recurrent cells in Table

4.2 SUPERVISING THE CO-STATE

A suitable architecture alone does not guarantee that co-state representations naturally emerge under
reward maximization, however. One can use the identity \* = V,V™* to steer it towards latent
representations that align with co-states. In the actor-critic setting, the critic already estimates the
value function and hence its gradient. By taking the critic’s gradient as a proxy for the value gradient,
we construct a hidden state target At = V. Vi (ye, h¢_1). The critic’s hidden state h{_ is detached,
since the goal is for the actor’s hidden state to mirror the critic’s gradient instead of the other way
around. Mirroring Prop.[3.3] we align the two through a linear embedding:

Leosae (05 W) =By | [Whe = sa[A] | ] (42)

where h; is the recurrent state, W € R%*? is a learned projection matrix and sg denotes the stop
gradient operator. Here, V,, V,; is the observable proxy for V,V*. Supervising a value gradient
makes this loss adjacent to the field of dual heuristic programming (Werbos},|1992). Since the loss
objective is based purely on the actor and the critic, it can also be applied to recurrent policies outside
the CP class.

5 EXPERIMENTS

Our experiments address two questions: ¢) do hidden states of reward-maximizing policies embed
optimal co-states, beyond state estimation? and i) does supervising the hidden states with the value
gradient of the critic improve this embedding as well as the return?

Throughout, we use a recurrent actor to select actions and a recurrent critic to estimate returns. We
optimize both with recurrent proximal policy optimization (PPO) (Schulman et al.,|2017) and general-
ized advantage estimation (GAE) (Schulman et al.,2015), computing gradients via back-propagation
through time (BPTT). Our implementation extends RSL-RL (Schwarke et al.|[2025)); all code and train-
ing scripts are available viahttps://github.com/DavidLeeftink/anonymousfornow.

5.1 DO HIDDEN STATES ENCODE CO-STATES?

To determine whether hidden states truly embed value gradients, we distinguish two hypotheses:
either h strictly estimates the unobserved state, or it tracks the co-state A explicitly. We evaluate
these hypotheses on the non-linear FitzHugh-Nagumo system, with the objective to stabilize the
system’s unforced limit cycle to the origin from partial voltage observations (Appendix [F). Because
the system’s control influence function g(z) = (Ryys,0) " does not vary with the state, the third
condition of Prop. is met by a constant GGy. Consequently, the CP readout is linear for this task,
ensuring that the experiment isolates the recurrence.

We first generate m = 500 ground-truth optimal trajectories {z*(t), A\*(¢)} by solving the exact
Hamiltonian two-point boundary value problem (Theorem [3.1) via indirect single shooting (Gros &
Diehll 2022). Independently, we train recurrent PPO agents on the identical undiscounted objective,
restricting the actor to this linear readout. Evaluating the trained policies from the same initial
conditions allows us to test Prop. which predicts that A is a linear image of the optimal co-state.


https://github.com/DavidLeeftink/anonymousfornow

Preprint

Table 2: Linear decodability of optimal co-states on FitzZHugh—Nagumo. We train several policies
with a linear readout layer across 10 seeds (mean = std), and evaluate them from the same initial
condition as the optimal state and co-state trajectories. The value gradient loss is applied with
coefficient ceo.stare = 0.2. The held-out trajectories are fitted across all time steps of the window
[0.5,10) with d}, = 64 and A; = 0.02 without truncated BPTT. A is the difference to the linear
ceiling. Across the optimal trajectories, this is 0.870; we recompute it across the states visited by
each policy in the rollouts. Bolded values indicate the A is more than two standard deviations above
the linear ceiling.

R?: PPO (reward only) R?: PPO + Lostate

Cell h — )\* Aceu h — a:* h — )\* Aceil h — m*

LSTM 727+.025 —.140 .8104.018 .9324+.024 +.066 971+£.018
GRU .8704+.025 +.003 .9294.018 .9504.004 +.088 .9854-.003
minGRU .885+.014 +.024 .9604.010 .9154+.012 +.055 9714+.007
minLSTM .864+4.020 +.003 .9534+.012 .9204.010 +.060 .974+.004
LRU .865+.024 +.008 .9474+.016 .867+.025 +.033 .9324.031
S6 .9094.003 +.049 .9594.006 .9204.004 +.060 .9744.003

We fit a single ridge regression model A\t = Why across all time steps on 80% of the trajectories,
discarding the initial 5% for the uninformative h = 0 initialization, and report the coefficient of
determination (R2) on the held-out 20%.

An important baseline ceiling is obtained by fitting a linear model from the true optimal state to the
optimal co-state. This is the best any policy could achieve if its memory were to perfectly track the
state. Across the optimal trajectories this gives R?(x* — \*) = 0.870; we recompute it per seed
across the states each policy visits, and report the difference A.ej;. We furthermore report how well i
tracks the unobserved state = via R?(h — z*).

Table 2] shows that membership in the CP class does not by itself produce co-state structure beyond
the ceiling. Under reward maximization, S6 exceeds it, while minGRU, minLSTM, GRU and LRU
sit at it, and the non-CP LSTM falls well below. Supervising the hidden state with the critic’s value
gradient lifts every architecture except LRU above the ceiling. The loss is most effective for the cells
outside the class: the GRU attains the highest decodability overall (R? = .950, A = +0.088).
Representing the co-states is therefore driven more by the training objective than by the type of
recurrence. Improved co-state alignment is accompanied throughout by improved state tracking,
consistent with the analysis in Sec. where the co-state is an image of the state estimate. State
estimation is a component of co-state tracking, but the positive A shows it is not sufficient.

5.2 THE EFFECT OF THE CO-STATE COEFFICIENT AND READOUT LAYER

To study the effect of the co-state loss on the mean return, we consider a partially observable variant of
the CheetahRun task from the DeepMind Control Suite without velocity observations (-V) (Tassa
et al., 2018; |[Han et al.,[2019). We first evaluate the effect of the co-state loss by augmenting the
recurrent PPO objective with the co-state objective (Eq. (#.2))). We restrict this analysis to the GRU
cell with a linear readout layer, and consider the co-state coefficients ¢ = {0.,0.025,0.05,0.1,0.2}.
Because the loss is with respect to the critic, the objective has to be balanced with the other PPO
objectives whose constants are kept fixed throughout (an overview of training hyperparameters is
given in Table[3).

The left panels in Fig.[3]show that the co-state loss increases the mean episode return for all coefficient
values. The second left panel shows that a stronger regularization constant indeed decreases the loss
as intended. To investigate the effect of the readout layer, another architectural component of the CP
class, we consider a linear readout, an MLP readout, and a selective readout in the form of C;(y)h,
and train these with and without co-state 10ss (ccosate = 0.1, based on the left panel results). The
right panels show that the readout layers result in similar performances when trained without co-state
loss. With the co-state loss, however, all three readouts improve, including the MLP readout outside
the CP class.
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Figure 3: Effect of the co-state coefficient and the readout layer on partially observable Chee-
tahRun (velocity removed). We train a GRU policy with a linear readout layer across 10 seeds (mean
+ std), and evaluate: (left) episode return and co-state loss for ceosare € {0,0.025,0.05,0.1,0.2}.
(right) episode return for the linear, MLP, and selective readout layers, with and without the co-state
loss.
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Figure 4: Berkeley Humanoid Joystick on Rough Terrain (left) and Unitree H1 Joystick Gait
tracking (right). We train LSTM, GRU and S6 policies across 10 seeds (mean =+ standard deviation),
where each cell uses the most beneficial readout for the task (linear for GRU; non-linear for LSTM).
Each model is trained with (full lines) and without (colored dashed lines) the co-state loss with
Ceostate = 0.05. The black dotted line shows the final return of the frame-stacked MLP baseline
(m = 8; Appendix , 24.1 %+ 0.6 after 4 x 102 steps on the Berkeley humanoid; on the H1, it
attains 99.1 + 17.2 after 8 x 108 steps, below the plotted range. Both exceed the single-frame results
reported by [Zakka et al.[(2025).

5.3 HUMANOID LOCOMOTION

We next evaluate the co-state objective on two partially observable humanoid locomotion tasks: the
Berkeley humanoid (d, = 52, d,, = 12), which requires tracking joystick velocity commands over
rough terrain, and the Unitree H1 (d, = 113,d,, = 19), which navigates flat terrain with a joint
objective of velocity and gait tracking (Zakka et al.,|2025). Both environments feature strong partial
observability and contact discontinuities. As a non-recurrent baseline, we use an MLP with frame
stacking (m = 8), tuned over stack length and learning rate (Appendix [EI). We compare GRU
(linear readout), LSTM (MLP readout), and S6 cells, each trained with and without the co-state loss
(Ceo-state = 0.05, selected in Appendix [E-2).

Fig.[d]shows that the co-state objective improves the mean episode return for all cell types on both
tasks. The GRU attains the lowest return on both tasks and suffers from long-term training instability
on the Berkeley robot; the co-state loss improves its return and resolves this instability. On the H1,
the LSTM gains most from the co-state loss, achieving the highest reward on this task and improving
substantially on the Berkeley task. Finally, the S6 cell attains the highest return of all baseline models
prior to applying the co-state loss, but improves only marginally with it. The architectures that gain
most in return are also those whose co-state alignment improves most in Sec. [5.1]
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6 RELATED WORK

Recurrent policies and hidden state representations. Recurrent policies have been used effectively
in deep RL for partially observable environments and remain a strong baseline for POMDPs (Wierstra
et al.,2010; Hausknecht & Stonel 2015; N1 et al., |2021). Their memory states are commonly read as
a belief over the unobserved state, justified by the sufficiency of the belief for control (Astr'dm, 1965;
Kaelbling et al.,|1998; Bertsekas et al., [1995). We read the same memory through optimal control,
where the hidden state carries the co-state of the minimum principle and the readout minimizes the
control-Hamiltonian. These two readings are nested rather than opposed: the belief-state sufficiency
establishes what information the memory may use, while the minimum principle identifies what
part the action requires. This is best seen in the linear-quadratic-Gaussian case (Sec.[3.3)), where the
observer correction enters the same co-state coordinates as the adjoint dynamics.

Pontryagin’s Minimum Principle in Deep RL. While the Hamilton-Jacobi-Bellman (HIB) equation
forms the theoretical backbone of value-based RL, its trajectory-centric counterpart, the minimum
principle, has played a smaller role. The closest precedent is adaptive dynamic programming, where
dual heuristic programming trains a critic to output the value gradient directly and derives the control
from this (Werbos| [1992). This is model-based and uses the value gradient as a training signal
for a memoryless actor. More recently, PMP has been used in model-based paradigms, where the
Pontryagin conditions are differentiated to obtain gradients through an optimal trajectory (Jin et al.,
2020), and for planning under uncertainty (Leeftink et al., 2025). The CP framework instead is
model-free and uses the minimum principle to characterize what recurrent memory represents.

Modern sequence models. A parallel line of work replaces attention with recurrences that can be
evaluated by parallel scans, including linear transformers (Katharopoulos et al., [2020)), fast-weight
programmers and DeltaNet (Schlag et al.l [2021)), gated linear attention (Yang et al.| [2025)) and
Mamba-2 (Dao & Gul |2024). As shown in Sec. the affine update that enables their parallel scans
is exactly what places them in the CP class, giving a control-theoretic motivation for adopting them
in reinforcement learning, beyond the computational one. Such recurrences are increasingly used as
backbones in vision-language-action (VLA) models (Liu et al.| 2024), whose memory the co-state
loss could supervise directly during actor-critic fine-tuning.

7 DISCUSSION

We propose that the hidden state acts as the Pontryagin co-state, while the readout minimizes the
control-Hamiltonian. We formalize this through the co-state policy class, which encompasses many
modern architectures from linear RNNs to selective state space models. Because the co-state coincides
with the value gradient along optimal trajectories, the critic’s gradient can directly supervise the
actor’s memory. Our experiments show that while co-state policies can realize optimal co-state
dynamics, most architectures do not represent them when trained under reward maximization alone.
Directly supervising the hidden state with the value gradient improves both co-state representation
and mean return.

A limitation of the algorithmic use of the co-state identity \* = V,V*(z*) is that it only holds where
V* is differentiable. While our results show that the co-state objective still helps on contact-rich
tasks such as humanoid locomotion, future work is needed to understand the consequences. A second
limitation is that while our partial observability analytical results are exact for the linear-quadratic-
Gaussian setting and extend to non-linear systems through local linearization, the global non-linear
setting is studied only via our empirical results.

A promising direction of future work is to investigate the role of hidden state initialization. While the
standard practice of initializing the hidden state at zero comes with little theoretical motivation, the
CP class prescribes that the initial hidden states follow from the value gradient, h(tg) = TV, V* (),
which is not available at run time. A different direction is extending the correspondence to stochastic
hidden states via the stochastic maximum principle (Peng,|1990). Finally, the connection between
hidden states and PMP opens a direction for safe reinforcement learning under partial observability.
State constraints enter the control-Hamiltonian through additional multiplier terms (Hartl et al.| [1995),
which recurrent policies of this class could carry in the same memory that represents the co-state.
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Taken together, these results connect the minimum principle to recurrent memory. They offer an
account of hidden states as carriers of the optimality structure of the underlying control problem,
rather than of the state alone, together with a mechanism for shaping them toward it.
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APPENDIX

A  OPTIMAL HAMILTONIAN SYSTEM

A.1 ADDITIONAL BACKGROUND ON CO-STATES AND THE CONTROL-HAMILTONIAN

Repeating the main text for completeness, the control-Hamiltonian expresses how the cost-to-go
changes over time with the dynamics:

H(x, M\ u) = L(x,u) + ATd = q(z) + c(u) + AT (f(2) + g(z)u). (A1)

Here, A € R% are referred to as co-states, and encode the sensitivity of the value of a state with
respect to the dynamics. These follow from solving the constrained optimization problem in Eq.

12



Preprint

using the Lagrange multiplier function A(t) for t € [to,t¢]. By defining the differential function of
the co-states, we obtain a coupled ODE:

&(t) = VaHr(z, A u) = f(2(t) + g(z(t))u, (A2)
AMt) = =V H(z, \u) = —Vaq — (Vi) A(t) (A3)
for t € [to,ty], where the notation (V,f);; = 0f;/0y; denotes Jacobians, in this case
V.H = (%’ ceey aiti )T. The interaction dynamics between the states and co-states form a

coupled dynamical system, which we refer to as the Hamiltonian system. Since the co-states incorpo-
rate the cost function, this representation lends itself well to the inclusion of a notion of optimality.
The minimum principle by |[Pontryagin| (1987), for historical reasons also referred to as the maximum
principle, states:

u* = arg min H(z*, \*, u) (A.4)

ucl

This tells us that if the optimal control v*(¢) is applied, producing corresponding optimal trajectories
x*(t) and A*(t), the Hamiltonian function is minimized at all time points ¢ € [to,ts]. This is a
necessary but not a sufficient condition of optimality.

A.2 DERIVATION OF THE OPTIMAL HAMILTONIAN SYSTEM

In this section, we provide the derivation of the necessary optimality conditions for the deterministic
continuous-time control problem, drawing on standard results from the calculus of variations (Bryson
& Ho, (1975 [Kirk, [2004). For brevity, we consider an unbounded control set U« = R4 which
we approach in continuous-time by extremizing the Gateaux derivative. For bounded control sets,
the proof is significantly more involved and involves the needle-variation, originally proposed
by [Pontryagin| (1987). We refer the reader to Chapter 4 in|Liberzon|(2011) for the needle-variation
proof.

Let u*(t) be an optimal control that minimizes the cost functional J(u) over the set of admissible
controls . Let the optimal trajectory be 2*(t), with corresponding co-states A*(¢), and let the optimal
Hamiltonian be evaluated as H* := H(z*(t), \*(¢), u*(t)). A necessary condition for optimality is
that the gradient of the Hamiltonian with respect to the control vanishes.

Proof. To enforce the dynamic equality constraint & = f(x) + g(z)u, we introduce the Lagrange
multiplier function A(¢) (the co-state) that ensures this constraint for all ¢ € [to,tf]. Because the
dynamic constraint equals zero along any valid trajectory, adding it to the integral does not change
the value of J(u):

by

J(u) = B(a(ty)) + / (@) + e(w) + AT (f@2) + gl@)u - i) @t (@AS)
to

By substituting the definition of the control-Hamiltonian, H(x, A\, u) = q(z) + c(u) + AT (f(z) +

g(x)u), we can rewrite the objective as:

J(u) = ®(xz(ty)) +/ ' [H(z,\u) — A(t) 2] dt. (A.6)

to

We consider the Gateaux derivative of this cost functional:

5.7 () = Tim 2L 00 = J(W) (A7)

e—0 €

where du(t) is an arbitrary control variation defined over [to, ¢ s]. The first variation can be obtained
by isolating the first-order terms around the optimal solution u*(¢):

J(u* + edu) — J(u*) & 8|y (du)e, (A8)
where higher-order terms are neglected as ¢ — 0. Since, by definition, u*(¢) is a minimum for
J, its first variation must be zero. Note that a variation in the control du(¢) naturally induces a
corresponding variation in the state trajectory, denoted as dx(t). A well-known result in optimal

control theory (Kirk, 2004, Eq. 5.1.13) states that to successfully absorb the variations in the state
trajectory dx(t), the co-state multiplier A(¢) must be chosen to satisfy the differential equation:

N () = VL H(z", A, ub), (A.9)
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with the terminal transversality condition A\*(t¢) = V,®(«*(t5)). With the state variations elimi-
nated by this specific choice of optimal co-state dynamics, the remaining first variation of the cost
with respect to the control is given by (Kirk, 2004} Eq. 5.1.14):

ty

8T | (Su) = / (Vo H*] " Su(t)dt. (A.10)
to

By the fundamental lemma of the calculus of variations, since du(t) is an arbitrary variation, the

integral can only equal zero if the integrand itself vanishes identically. It follows that:

V. H* =0, forallte [to,tf]. (A.11)

For unconstrained control sets, this stationary condition defines the optimal control law. For bounded,
closed control sets U, this local stationary condition is generalized by the PMP to the global mini-
mization of the Hamiltonian across the action space:

uw*(t) = argmin H(x*(t), \*(t), u). (A.12)

ueU

This establishes the optimality condition for the control sequence.

B LINEAR-QUADRATIC-GAUSSIAN ANALYSIS

We consider the LQG setting, with linear dynamics & = Ax + Bu + w, observations y = Cx + v
with v ~ N(0,%,), w ~ N(0, 2,,), and quadratic cost £(z,u) = 3 (2" Qz + u" Ru) with Q = 0
and R >~ 0. Assume (A, B) stabilizable and (A, C') detectable, so that the steady-state Kalman
gain L and the stabilizing solution P > 0 of the control algebraic Riccati equation AT P + PA —
PBR™'BTP + @ = 0 both exist.

By the separation principle, the Kalman estimate & is a sufficient statistic for the belief (Athans|
1971)), and the optimal control is the full-information law evaluated at it,

w=-R'B"Pi, &= (A-LC)i+ Bu+ Ly. (B.1)

The co-state of the deterministic problem satisfies A\* = Pz, so in the partially observed case the
corresponding quantity is i = PZ, an estimate of \* itself. This is the CP embedding of Prop.
with T = I.

Differentiating and substituting the control law gives
h=Pit=P(A-LC—BR 'B"P)z+ PLy, (B.2)

and rewriting & = P~'h leads to Eq. (3.5)), with by(y) = —PLy and Fy = —P(A — LC —
BR~'BT P)P~!. Both are independent of A, so the recurrence is affine in h and the policy is a CP.
The readout u = —R~ BT P# = —R'BT his linear in h, matching Gy = BT in Deﬁnition O

C READOUT LAYER DESIGN VIA OPTIMAL CONTROL PRINCIPLES

In standard deep RL architectures of the actor, a readout layer (or policy head) that maps the final
hidden state to an action is typically chosen heuristically. However, because the CP class explicitly
aims to align the hidden state with the theoretical Pontryagin co-state (h =~ \*), the optimal readout
layer is no longer arbitrary but instead has to minimize the control-Hamiltonian function with respect
to the specific running cost function of the environment.

By defining the optimal switching function as o(t) = —g(x,t) " A(t) and assuming symmetric
actuator limits U € [—Umax, Umax) fOr notational clarity, we can structurally design the read out layer
to match different classes of optimal control problems (illustrated in Fig. [5):

1. Quadratic Control (Smooth Action): Environments with a quadratic penalty on control effort,
L(x,u) = q(z)+u" Ru and control-affine system dynamics & = f(z)+g(z)u, lead to a Hamiltonian
that is convex with respect to w. Setting the gradient to zero results in the optimal control law:
u* = R~1o. In our framework, this corresponds to a standard linear readout layer without bounding
activation functions.
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1. Quadratic Control
L(z,u) = q(z) +u" Ru

v = Rlo

2. Time/State (Bang-Bang)
L(z,u) = g(x)orl

ut = sign(o)umax  if o] >0
o ifo=0

3. Fuel (Bang-Off-Bang)

L(z,u) = q(z) + [[u]
ot — {sig11(<7)umax if l[o| > 1
0 if lo| <1
where 0 = —1g(z,t)TA(t)

where 0 = —1g(z,1)TA(t) where 0 = —1g(z,t)TA(?)
u*(t) u*(t) u*(t)

Urnax';\ Uma; Uma:
Coast

UminT Umint Umint

T

Figure 5: Hamiltonian policies under varying cost functions: Energy-optimal (1), time-optimal
(2), and fuel-optimal (3). This can produce either smooth optimal control functions or discontinuous
bang-bang controls.

2. Time-Optimal and State-Only Costs (Bang-Bang Control): For many robotics tasks (e.g.,
minimum-time navigation), the cost consists only of state-dependent terms, meaning control effort is
not penalized: £(z,u) = q(z). Because the Hamiltonian is linear with respect to u, and physical
actuators possess strict limits [%min, Umax|, the minimum principle dictates that the optimal solution
lies exclusively on the boundaries. This results in bang-bang control, where the agent switches
instantaneously between maximum and minimum effort based on the sign of the switching function:

o = sign(o)umax  if |o| > 0
0 ifc =0.

In the CP framework, a bang-bang optimal controller can be enforced simply by applying a sign(-)
activation function to the read out layer.

3. Fuel-Optimal Costs (Bang-Off-Bang Control): If the environment penalizes the absolute
magnitude of the control effort (e.g., conserving fuel in aerospace applications), an L; penalty is
introduced: £(z,u) = q(x) + ||u||. The optimal control law develops a deadzone where it is optimal
to coast (apply no control effort) when the sensitivity is low:

ut sign(o)umax  if o] > 1
0 if o] < 1.

While the empirical evaluations in this work focus on the continuous quadratic case, the interpretation
of recurrent hidden states as Pontryagin co-states allows one to design readout layers specific to the
properties of the cost or reward function of the environment while leaving the underlying recurrent
co-state dynamics unchanged.

D EPISTEMIC UNCERTAINTY AND MEAN HAMILTONIAN MINIMIZATION

An agent attempting to make an intelligent trade-off between exploration and exploitation must
focus its exploration on epistemic uncertainty, associated with what the agent does not know yet
based on limited interaction (Hiillermeier & Waegeman, 2021). Contrary to aleatoric uncertainty,
which represents inherent and irreducible randomness, epistemic uncertainty can be reduced by
gathering more data. Explicitly aiming to minimize this uncertainty is a key ingredient in active
exploration, enabling efficient learning in applications such as robotics (Deisenroth & Rasmussen,
2011} Li et al 2025)) or semiconductor manufacturing (Leeftink et al.,[2026a). In the model-based
RL approach, epistemic uncertainty is often modeled as parametric uncertainty, obtained through
Bayesian inference over the environment’s dynamics (Chua et al.| 2018)).
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We can formulate this by considering a policy that aims to minimize the expected cost over a posterior
distribution of plausible dynamic models:

7= argenﬁin Ecpccipy [ (mo(2c(t)))] (D.1)
st dc(t) = fe(ze(t),u(t),t), fort € [to,ts]
.”L’C(t()) = Xo.

where J¢ () denotes the cost of policy 7 under dynamics f¢, and p(¢ | D) is the posterior distribution
given past interaction data D. To solve this probabilistic optimization problem, we can draw a finite
set of m samples (; ~ p(¢ | D). These samples form an ensemble of deterministic dynamical
systems driven by a shared control input u(¢):

‘/'.CCi (t) = sz‘ (mCz‘ (t) u(t)7t)7 (D.2)
Aci(8) = =V H (¢, (8), A, (1), u(t) t), (D.3)
S.t. )‘Ci (tf) v (I)(Ltgl tf)) D.4)

If u*(t) is an optimal control sequence for this ensemble, a necessary optimality condition is that it
minimizes the mean Hamiltonian (Ross et al., 2015} |Phelps et al., [2016; [Leeftink et al.| 2025):

u*(t) = argErEin Ecpcipy [H (2 (t), Ae(t),u,t)], (D.5)

Implications for CPs. While the CP considered in this work optimize a deterministic point estimate,
Eq.([D.5) provides a theoretical foundation for a Bayesian CP. Because the theoretical co-state is
linked to the value function gradient, \* = V,V'*, this uncertainty can be captured by an ensemble
of m critics. By maintaining parallel hidden states hc, (t) across these critics, each representing the
value function under one dynamics hypothesis, the actor can account for epistemic uncertainty by
minimizing the mean of the ensemble Hamiltonians:

u*(t) = arg mm — Z {e(u) +u Go(y)he,(t)} (D.6)

We leave the empirical validation of this Bayesmn ensemble approach to future work.

E ADDITIONAL HUMANOID EXPERIMENTS

E.1 FRAME-STACKED MLP BASELINE

As a non-recurrent baseline for the humanoid tasks, we train an MLP policy on a stack of the m most
recent observations. We evaluate the stack lengths and learning rates shown in Fig. @ (m € {1,8, 16}
on the H1 and m € {1, 4, 8} on the Berkeley humanoid), keeping all other hyperparameters as in
Tablel and train each for up to 8 x 108 (H1) and 4 x 108 (Berkeley) environment steps.

On the Unitree H1, frame stacking with m = 8 and learning rate 5 x 10~* attains the highest return
(99.1 &+ 17.2), improving over the single-frame policy (m = 1, 77.9 & 7.9). Longer histories do not
help further: with m = 16, the return is lower and varies strongly across seeds, and with the larger
learning rate of 10~2, both m = 8 and m = 16 plateau at lower returns. Notably, the single-frame
MLP in our pipeline already exceeds the score of ~ 30 reported by Zakka et al.|(2025)), so we attribute
most of this gap to our training setup rather than to frame stacking. The same configuration performs
best on the Berkeley humanoid, where it attains 24.1 4 0.6, compared to ~ 17 reported by |Zakka
et al.[(2025) for a single-frame MLP. We therefore use m = 8 with learning rate 5 x 10~% as the
baseline for both tasks in Fig. 4]

E.2 CO-STATE COEFFICIENT ABLATION ON THE BERKELEY HUMANOID

To select the co-state coefficient for the humanoid experiments, we train the GRU policy with
a linear readout on the Berkeley humanoid for ccosme € {0,0.02,0.05,0.1}, keeping all other
hyperparameters as in Table 3] Fig.[7]shows that every non-zero coefficient improves the return over
reward-only training. The coefficient c o-sae = 0.05 attains the highest final return; we apply it to the
H1 without further tuning.
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Figure 6: Frame-stacked MLP baseline on the Unitree H1 Joystick Gait Tracking (top) and
Berkeley Humanoid Joystick Rough Terrain (bottom). We train MLP policies on the last m
observations for different stack lengths and learning rates across 10 seeds (mean = std). The grey line
marks the single-frame MLP score reported by [Zakka et al.| (2025)). On the H1, runs with learning
rate 1073 for m € {8, 16} were stopped early due to poor performance; on the Berkeley humanoid,
runs with learning rate 10~3 are shown up to 3.5 x 108 steps, after which not all seeds were logged.

F IMPLEMENTATION AND TRAINING DETAILS

Here we provide an overview of the algorithmic components, architectural choices, and hyperparame-
ters used in our implementation to ensure reproducibility. Our systems and default hyperparameter
configurations follow standard continuous control setups, as implemented by MuJoCo Playground
kka et al., 2025]). We leverage parts of the RSL-RL framework for the implementation of recurrent
PPO (Schwarke et al.,[2025). The actor and critic are trained with their own parameters, and the actor
outputs the mean of a Gaussian distribution. The log standard deviation (log o) is maintained as a
state-independent learnable array initialized to zero.

F.1 F1TZHUGH-NAGUMO SYSTEM

We evaluate our approach on a controlled FitzZHugh-Nagumo oscillator. Setting the system parameters
toa = 0,b = 0,c = 1, and the control gain to R, = 1, the continuous-time dynamics are given by:

. v’
v:v—g—w—t—u, (E.1)

w =,
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Figure 7: Co-state coefficient sweep for the GRU on the Berkeley humanoid. Mean =+ std over
10 seeds for ceosme € {0,0.05} (the runs in Fig. E[), 5 seeds for ceogare = 0.1, and 3 seeds for
Cco-state — 0.02.

where z = [v,w] " is the system state and u € [—1, 1] is a bounded continuous control input. The
objective is to minimize a standard quadratic cost over a finite horizon 7" = 10:

T
J:o.1||zTH2+/ (0.1]|2]|* + 0.05/[u¢ [|?) dt. (F2)
0

The system is integrated using a 4th-order Runge-Kutta (RK4) method with a physics substep of
5 x 1072 and a control period of dt = 0.02, resulting in episodes of 500 time steps. Initial states are
sampled uniformly from [—3, 3]2. To enforce partial observability, the agent only receives the scaled
voltage variable (v;/2) as its observation, requiring it to infer the gating variable w; from history.

Policies are trained using 1,024 parallel environments for a total of 153.6 million time steps. The
recurrent policies use a hidden state size of 64 and are optimized using a learning rate of 5 x 1074
Gradients are computed using full backpropagation through time (BPTT) over the entire 500-step
episode without truncation.

F.2 ALGORITHMIC COMPONENTS

Our optimization relies on PPO, integrating several standard mechanisms and code-level optimizations
for stabilized training described in|Huang et al.| (2022):

* Observation and Reward Standardization: We maintain running statistics (mean and
variance) for observations. Raw observations are normalized dynamically and strictly clipped
to [—10, 10] before being passed to the networks. Additionally, raw rewards (negative costs)
are scaled dynamically by dividing them by the standard deviation of the running discounted
returns: 7§44 = v/ /Var(R) + €, where € = 1078, and are subsequently clipped to
[—10, 10].

* Advantage Estimation and Minibatch Normalization: Generalized Advantage Estimation
(GAE) is computed backwards through time over the unrolled trajectories. The resulting
advantages are normalized (subtracting the mean and dividing by the standard deviation) at
the minibatch level during the PPO update epoch, rather than globally over the entire rollout
buffer.

Sequential Minibatches: Our implementation constructs minibatches by fetching sequential
trajectory segments to maintain the temporal dependencies required for BPTT.

Action Clipping: During environmental interaction, actions sampled from the actor’s
distribution a; ~ N (u,0?) are clipped to the valid environmental bounds [tmin, Umax)
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before being applied to the physics step. The unclipped actions and corresponding log
probabilities are stored for the PPO update.

* Clipped Surrogate Objective & Value Loss: The policy is updated using the standard
clipped PPO objective with a clipping parameter €j;,. The value loss also employs clipping
to constrain the value function update.

* Co-state loss and observation encoder: Earlier versions of this work considered the use of
a cosine similarity loss (Leeftink et al.,|2026b), instead of the linear probing loss adopted
here. The cosine similarity objective requires that the co-state and its target are in the same
space, which is resolved by adding an encoder to the observation that projects it into the
same dimensionality as the hidden states. The encoder is non-linear and part of the forward
architecture, however, while the linear probe loss applies a linear transformation that only
affects the co-state loss.

F.3 HYPERPARAMETERS
The hyperparameter configurations for our systems are detailed in Table[3]

Table 3: PPO and Network Hyperparameters

Category Hyperparameter Value
Hidden Layer Size 256
Architecture Initialization Scale 1.0 (General), 0.01 (Actor Out)
Optimizer Adam
o e . Learning Rate 1 x 10~* (CheetahRun), 3 x 10~ (H1, Berkeley),
Optimization 5 % 104 (FHN)
Max Gradient Norm 1.
Rollout Batch Size 1024 (CheetahRun, FHN), 4096 (H1, Berkeley)
Minibatches 32 (CheetahRun), 8 (H1, Berkeley, FHN)
PPO Epochs 16 (CheetahRun), 5 (H1, Berkeley, FHN)
. Discount Factor () 1. (FHN), 0.99 (H1, Berkeley, CheetahRun)
FPO Details GAE Parameter (\) 0.95
Clipping Epsilon (eip) 0.2
Value Loss Coef (cyf) 1.
Entropy Coef (cent) 0.01

Co-state Coef (Ceo-state) 0.2 (FHN), 0.1 (CheetahRun), 0.05 (humanoids)

F.4 HARDWARE

Our experiments were conducted using Quadro RTX 6000 and A100 GPUs. For the FitzHugh-
Nagumo and CheetahRun, training a single seed takes 4-5 hours depending on the recurrent cell on a
Quadro RTX 6000. For the H1 and Berkeley simulations, training a single seed takes 10—12 hours on
an A100.
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